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Introduction

When analysts and forecasters try to predict what is going to happen to the future economy, they often look at Disposable Personal Income (DPI).  DPI, which is defined as the total income of households less federal income tax, Social Security and Medicare contributions, is important because it plays such a big role in the various components that these analysts and forecasters will be including in their models.  How could one forecast Gross Domestic Product (GDP) accurately without looking at how much money people have to spend on goods and services?  The amount of consumption by individuals is a direct component of GDP.  The amount of disposable income also plays a big role in the amount of individual savings.  Increased savings leads to a greater supply of money in which the banks can turn around and lend out to firms that are looking to invest in future projects, thus increasing GDP.  Having a greater supply of loanable funds also helps to keep interest rates low.  Now of course the above cases are subject to other factors as well, but assuming everything else is held constant, it is easy to see how PDI plays an important role in forecasting GDP.  It is important to remember that GDP is just one of many variables that PDI plays a role in forecasting, but it is discussed due to the importance of  GDP to so many people in the government and investing world.  Governments constantly review the movement of GDP when developing fiscal policy, the Federal Reserve looks at GDP when trying to figure out the monetary policy, and portfolio managers often choose the appropriate amount of stocks or bonds to have in their portfolios, as well as the particular stocks or bonds, depending on how GDP looks. Taking the above into account, I think it is easy to see what makes DPI an exciting topic to forecast. Since DPI is used so often it is of utmost importance to work with accurate numbers, whether they are actual or forecasted.  A small error in estimation in an independent variable, such as DPI, would lead to even bigger variation in the estimation of the dependent variable being studied.  The best way to make sure to have a good DPI is to make sure the model you use to estimate it, is as sound as it possibly can be.

Finding previous literature pertaining to the forecasting of DPI had to be the hardest part of this assignment.  I had no problem finding papers that used DPI as an independent variable, but almost no papers in which DPI was the dependent variable being forecasted.  At first I was getting frustrated thinking that I just picked a bad topic to research, but after analyzing the situation I realized  there is a perfectly rational explanation as to why there is so few regressions run forecasting DPI.  I stated earlier how DPI was used to help forecast all kinds of economic variables, GDP being just one of them.  Well with DPI being used as an independent variable so often in other models, modelers do not want to use a forecasted DPI, they want to use actual GDP.  My reasoning for this is as follows.  Just like I stated above, the object of a forecast model is to forecast a chosen variable, while at the same time trying to reduce your error.  Well one of the best ways to reduce your error is to have good input data, and I think it is fair to say that actual data is better than forecasted data.  Now this does not explain why there are not more people out there forecasting DPI just for use by the financial analysts of the world, but it might at least start to explain why the modelers are not in a rush to push out papers.  A good old case of supply and demand, if nobody demands your end result, why supply it.  This looks like an area that has tons of room to grow.  Now after spending all this time on the internet I did not come up totally empty handed.   I did find two papers from where I could at least draw minimal amounts of information.  Even these papers were not papers on modeling DPI specifically, but they do have parts in them that I fell were relevant to this paper.  
A paper by Leonard I. Nakamura and Tom Stark, which dealt more with the forecasting the personal savings rate than with forecasting DPI, had some information in it that I thought was very interesting regarding DPI.  The paper talks about how DPI has been revised up over the years by a substantial amount.  As you can imagine from their point of view, huge revisions in DPI make for very un-accurate forecasts in personal savings.  My point here is that if we cannot measure DPI correctly to get actual data, how can we measure a variable with forecasted DPI.  This just shows the level of error in forecasting, and how we might think that our model is an ARMA (4,1), but once we get the correct data we end up with an AR(2).  In their paper they went on to say many of the revisions in DPI were do to changes in the way it was measured, such as in 1999 the U.S. Bureau of Economic Analysis (BEA) made a definitional change, by changing the way government employee retirement contributions were classified.  Changes like this could make it tough to forecast DPI because it could cause spikes in your data where the change occurred.  Now you could take care of this by converting all of your old data to the new definition, but that is just a disaster waiting to happen.  Can that possibly be done accurately?  I did not see any real noticeable spikes in my data stream that would make think there were definitional changes, so I would think that the data was some how converted, but I have no way of knowing.
Another paper I looked at was by Zhuo Chen and Yuhong Yang that compared forecasting performance of hypothesis testing procedures with models that combine an algorithm called AFTER.  There paper alone really strays from what I am trying to do here, but I was able to pull a couple nuggets of information from it that I thought were interesting.  In testing their theories they used various data sets, one of which was disposable income.  Most of the testing they did on disposable income was stuff that I have never seen before and probably couldn’t explain without studying their paper for numerous hours, but what they concluded was interesting..  The first thing they did was remove the trend, nothing new here, then they went on to say that they did not find any seasonal component in there data, which is exactly what I found.  They did differ from me on the choice of their model.  They said that the data appeared to be an AR(4) series, but they based their decision on graphical inspections.  As you will see later I came up with something different.


Plan

This paper is going to summarize the steps I performed using the E-views software program to come up with my forecasting model.  I am going to take a step by step walk through the operations I performed, explain why I took the steps I did, and cover the implications that occurred by taking that step.  The goal of this paper is to allow the reader to easily follow my steps without getting lost in all of the technical jargon that can easily come along with any kind of forecasting paper.
The first step and one of the most important steps is to find an accurate data stream, like mentioned above, the better the input the better the output.  I am then going to take this data and load it into Eviews, which will allow me to work with the data.  Once into E-views the first step I am going to take will be to look at the graph of my series, or the dependent variable in our regression, so that I can get a general idea of how the form of my model will look.  This will just be a very unofficial view, but it will give me an idea of were to start.  I am also going to perform a Unit Root Test (URT) on my series to see if it is stationary or not.  If it is not stationary I have a choice of three things I can do to make it stationary.  I can either, take the first difference, take out the trend, or perform exponential smoothing.  In this analysis I decided to take out the trend.  I started by generating a variable called “Time”, which I will use to remove the trend and also to see if my initial hunch about the growth of my model was correct.  I will run a regression with this variable included, and then do a URT on the residual to see if it has become stationary.  If it has than I will go on to the next step, if it has not than I continue to work with it, performing different operations until it becomes stationary.  Ever time that I run a regression I follow up by running a URT to see if the series has become stationary.   In this paper I actually had to do something else to make my data stationary, but I will go into further detail on that in the next section.  This process of making the data stationary will also help you to figure out which model foundation to use.  I am referring to either a linear, quadratic, or exponential model when I use the term model foundation, so three separate regressions will actually be run.  I use the term foundation because this will be the very beginning of our model.  Once I finish running these regressions I am going to look at the “Actual, Fitted, Residual” (AFR) line graph for each result to see which one looks like it best fits the data.  Once again this eyeball view is just to see if you are one the right path.  The best way to really find out which one is best is to look at the “Estimation Output” and compare the Akaike Info Criterion (AIC), Schwartz Info Criterion (SIC), and the Durbin-Watson stat.  The AIC and SIC are both estimates of the out-of-sample forecast error variance that penalize for degrees of freedom.  The SIC penalizes more harshly than the AIC, so it is chosen over the AIC when there is a conflict.  The Durbin-Watson stat tests for serial correlation in regression disturbances.  When comparing the Durbin-Watson, I want to lean towards the one that is closer to two.  After looking at these I will have a general idea in which way I are headed.  I will then continue on to the correlogram for each model so I can see if we are dealing with just white noise, or other cyclical components.  The correlogram will also give us a hint into which autoregressive model (AR), or moving average model (MA), or which combination of these two models I am going to use to fine tune our foundation.  The AR is defined as a mathematical model in which the value of the series is linearly related to past values plus an additive shock, and the MA component is defined as the value of the observed series when it is expressed as a function of current and lagged unobservable shock.  From this point I want to check to see if there are any seasonality affects in our data stream so I go ahead and create dummy variables, twelve in this case since the data is monthly data.  After creating the dummy variables I run a regression with them in it, remembering to either take out the constant or take out one of the dummy variables to account for multicollinearity.  I then compare these regressions with the regression that did not include the dummy variables and see if there is any difference.  Once this is done I am at the point where I can run a series of regressions starting at a AR (1) and going all the way to a ARMA (4,4) to find out which model will best get rid of any cyclical components that remain in the series after the trend and seasonal components are removed.  I will construct a Box-Jenkins model so that I can easily compare the different AICs and SICs obtained from the numerous regressions.  From this model I will choose the forecasting model with the lowest SIC, assuming other criterion also fit properly.  Once I have chosen my model I am going to once again check the AFR line graph to see how closely this model compares my data to the original series.  I am also going to check the correlogram again to make sure all I have left is white noise.  If all I have left is white noise I am now ready to run a cumulative sum (CUSUM) test to assess the parameter stability of my model, making sure that there are no structural changes.  Once I finished the CUSUM I will take my model and perform an in sample forecast to see how well my model stacks up against to actual data.  The next section will explain how everything turned out.
Analysis
Once I finished planning my path it was time to get started.  Following the plan really makes this process easy.  Now this is not to say everything went smoothly, because things pop up, but most problems can be fixed in a relatively short amount of time if you just follow the recipe, and if you have good data.  Starting from the beginning I went looking for some data.  I found my data on the Economic Research Federal Bank of St. Louis web site.  I figured since it was government data it would be as reliable as any other data I would find on disposable income.  Then I took the data and created a workfile in Eviews using batch mode.  I did it this way because I found it to be much more user friendly when trying to make small changes or alterations to my model.  I also found it to be really useful when trying to find out where I made a mistake when formulating my model.  After loading in the data the first thing I did was to view the line graph (Figure 1 in appendix) of my data to get a general idea of what I was working with.  When I looked at my data I thought that it could be possible quadratic or exponential.  This really did not narrow done the foundation of the model by much, but at least the data looked somewhat normal and not totally erratic.   The next thing I did was to look at my data stream to see if it was stationary or not.  I performed a URT using an Augmented Dickey-Fuller (ADF) on the trend and the intercept and found that my ADF test statistic was -2.788566, which when comparing it to the 5% critical value of -3.4608, I determined that I could not reject the null hypothesis that there is a unit root, which means one of the roots is on the unit circle.  For a series to be stationary all of the roots must be outside of the unit circle.  I then perform the ADF again, but this time taking the first difference and I found that by doing this I could now reject the null hypothesis that my data is not stationary (Table 1).  Now that I know by taking the first difference I can make my data stationary I need to take out trend.  Like I said earlier in the paper there are three things I can do, of which I chose to name a variable called Time and run a regression with this new variable.  Testing the residual showed that I still did not have a stationary series, so I then tried to square the time variable.  Running a regression with Time^2 and doing a URT on the residual I found out that I still did not have a stationary series.  I than tried to take the first difference by doing the following command in batch mode “genr dmedinc=dlog(medinc).”  Testing the series now had better results, but still not what I was looking for.  The tests statistic came back to where I could reject the null hypothesis which was good, but the R-squared was only .603607 which was really low, so I decided to press on further.  Next I decided to use the Hodrick-Prescott filter (HPF) which is just another tool you can use to smooth your series.  I ran a regression with the smoothed series and the URT came out more favorable than any other method.  These results were still not perfect, due to an R-squared of only .216401, but it was the best so far and it did make the series stationary (Table 2).  Since I used the HPF there was no need to further use the Time or Time^2 variables that I created earlier.  Now in the process of figuring out to use the HPF I tried various other things in an attempt to fix my stationary problem.  Like I mentioned in the previous section of this paper I ran three difference regressions on “Time”, “Time^2”, and “lmedinc” to figure out which foundation was best for my model.  This and the stationary problem go hand in hand so these both happened pretty much simultaneously.  Since the debate for me was whether to use the quadratic or exponential I included those two graphs respectively in the appendix (Figures 2&3) to show how the regressions looked.  From this point I took the new filtered variable, medinchf, and checked the correlogram to see if I had anything more than white noise.  The correlogram showed more than white noise so I decided to create dummy variables to see if I had a seasonal affect.  I ran regressions with these dummy variables and found that when comparing the AICs, SICs, and the Durbin Watson stats, the results actually turned out slightly worse with the dummy variables, which led me to believe there was no seasonal effect in the data.  From here I went ahead and did the Box-Jenkins model so that I could compare the AICs and SICs using various AR and MA components (Table 3).  Looking for the lowest SIC I found it in the ARMA (4,2) box.  Now before just settling on this choice for my model I looked at the estimation output and found that I could actually cancel out the two MA roots with two AR roots because the were almost identical, which reduced my model down to a AR(2).  The significance of reducing the model is that it allows me to forecast with more accuracy.  Now at this point I have decided on the AR(2), so what I want to do now is go back to the correlogram to make sure all I have left is white noise, which is what I find this time.  Since my model is down to just white noise all I have left to do is to run a CUSUM test and then perform an actual forecast with my model.  I couldn’t run a CUSUM test with my regression equation containing my AR(1) and AR(2) components.  What I had to do was run a regression on “ls medinc c medinchp medinchp(-1)  medinchp(-2)” in batch which lagged my filtered term twice.  I then did a CUSUM test on the regression results (Figure 4), which came out perfect, showing that my model is stable.  Now that the CUSUM test came out good, and my model is stable, it is time to run an in-sample forecast to see just how well the model stacks up with the real data.  The outcome of this forecast from the dates 1998:01-2005:04, appears in the appendix to this paper (Figures 5).
Conclusion
I found this term paper to be even more interesting than I thought it would be.  Just like mentioned early on, this course was designed to learn applied skills, and I feel that is what I got out of this paper.  Many times it seems like when studying for a test, I will learn the information, but then forget a certain percentage of it after the test, but because I was able to apply the things I learned in class for this paper, I feel I will hold on to more of the information that if only tested.  When asked “what did I learn from this paper?” I would have to say, how to forecast.  I hope a reader of this paper would be able to see how just how interesting DPI is, and how much room there still is for growth when forecasting DPI.  From doing the actual forecast, DPI did not seem to be really hard to work with, but I am sure this simply model could be approved upon with more forecasting techniques.  This could be why more people in the field are not forecasting DPI.  The bare bones model of DPI seemed to be easy to model, but I am sure that when you take it to the next level and really start applying other techniques, the process becomes more difficult.  Like I said earlier, forecasting DPI looks like an area that has a ton of room for growth.  Growth in this area could help so many different groups of people due to the importance of DPI in the decision making of businesses, and in the decision making of our government leaders.
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